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Vy uz jste nekdy tuneloval? Ja ne.

- nezndmy politik
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O cem to dnes bude

Proc tunelovani - segmentace provozu, VPN, traffic engineering
IPSec, WireGuard, EVPN/VXLAN - znamé technologie
MPLS/VPLS - label switching

SRv6 - proc, koncept, implementace v Linuxu

Zivé demo na pétiuzlové topologii, packet captures

Podpora SRv6 v démonech pro dynamické routovani
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Uvod a motivace
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Proc¢ vubec tunelovani?

= Segmentace provozu, virtualizace sité - oddélit zakazniky/tenanty na sdilené infrastrukture
= VPN - propojit vzdalené sité pres nedivéryhodny/verejny underlay

= Traffic engineering - vynutit konkrétni cestu, ne jen tu, co zvoli IGP

Zacneme cestou "zasifruj/zabal paket a posli" (IPSec/WireGuard), prejdeme k "zabal L2 segment”
(EVPN/VXLAN), abychom dosli k zavéru, kdy "paket nese instrukce pro sit" (SRv6).
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[PSec

= L3

= Sifrovani (ESP) - tranzitni sit nevi, co nese

= JKE - automatické sjednani klica

= tunnel mode (cely paket) vs. transport mode (jen payload)

= use-case: site-to-site VPN, Sifrovana propojeni

Internet Protocol Version 4, Src: 10.200.23.2, Dst: 10.200.12.1
Encapsulating Security Payload

ESP SPI: 0xc9led4dc5 (3374206405)

ESP Sequence: 7

priklad s transport mode: ESP(spi=...) ,uzivatelska data (kromé IP) nejsou vidét
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WireGuard

= L3

= moderni, jednoduchy, ale bez rozumné orchestrace

= UDP transport, Noise protokol pro key exchange

= 7adny slozity control plane (na rozdil od IPSec/IKE/MPLS/EVPN/SRv6)

= minimalisticka hlavicka - nejmensi overhead ze Sifrovanych VPN

Internet Protocol Version 4, Src: 10.200.12.1, Dst: 10.200.23.2
User Datagram Protocol, Src Port: 51820, Dst Port: 51820
WireGuard Protocol

Type: Transport Data (4)

Reserved: 000000

Receiver: @x14ae3aab

Counter: 5

Encrypted Packet

Wireguard provoz: zaSifrovana data zabalena v UDP paketu
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EVPN/VXLAN

= L2 over L3/L4 (UDP) (overlay)

=  MP-BGP jako control plane - distribuuje MAC/IP informace
= VNI = segment (obdoba VLAN, ale skaluje do miliona)

= state vjadru sité: VTEP/MAC tabulky

= use-case: multi-tenant L2 nebo L3 overlay v datacentru

= pro detaily vizte prednasku EVPN a VXLAN v Linuxu od Ondreje Zajicka
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EVPN/VXLAN

Internet Protocol Version 4, Src: 10.200.23.2, Dst: 10.200.12.1
User Datagram Protocol, Src Port: 44631, Dst Port: 4789
Virtual eXtensible Local Area Network
Ethernet II, Src: e2:37:46:46:ec:f5 (e2:37:46:46:ec:f5), Dst: 32:f0:91:80:f2:97 (32:f0:91:80:2:97)
Internet Protocol Version 4, Src: 192.168.100.2, Dst: 192.168.100.1
Internet Control Message Protocol

Type: @ (Echo (ping) reply)

Code: 0

Checksum: 0x3a31 [correct]

[Checksum Status: Good]

Identifier (BE): 24176 (@0x5e70)

Identifier (LE): 28766 (0x705e)

Sequence Number (BE): 1 (0x0001)

Sequence Number (LE): 256 (0x0100)

[Request frame: 4]

[Response time: 0.525 ms]

Timestamp from icmp data: Oct 1, 2026 10:48:49.262517000 CEST

[Timestamp from icmp data (relative): 0.001069000 seconds]

Data (40 bytes)

VXLAN(vni 100) nesouci ICMP/ICMPv6/ARP
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Srovnani
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zadny (staticka
konfigurace)

MP-BGP

state v jadru
site

SA na
endpointech

peer tabulka

VTEP/MAC
tabulky

sifrovani

ano (ESP)

ano
(Noise)

ne

use-case

tradicni site-to-site
VPN

jednoducha moderni
VPN

multi-tenant DC
overlay

Co maji spolecné: enkapsulace resi prenos paket(l z mista A do B, tranzitni sit obsah neresi.
Co uvidime dal: SRv6 jde o krok dal - paket miizZe siti rict, co ma délat.
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Segment Routing - koncept
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Tratfic engineering v kostce

= Klasicky routing: sitovy uzel se rozhoduje o routovani sam, podle svoji routovaci tabulky
= Source routing: odesilatel ( headend ) urci celou cestu dopredu

= Segment IDentifier (SID): predem znamy hop na cesté paketu

= Segment list (SL): seznam SID, ktery si paket nese s sebou

= Segment Routing Header (SRH): IPv6 extension header se segment listem

Sit nutné nerozhoduje "kam s paketem dal" - paket routovaci informaci mtize nést v sobe.
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MPLS - tradicni predchiidce SRv6

CE PE P PE CE
zakaznik operator operator, core operator zakaznik

=  CE (Customer Edge) - zdkaznicky router, o MPLS nic nevi

= PE (Provider Edge) - operatorsky hranicni router, pridava/odebira MPLS znacky (labely)

= P (Provider core) - tranzitni router, neresi obsah paketd, routuje podle MPLS znacek
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MPLS L3VPN vs. VPLS

MPLS L3VPN (routovana varianta) VPLS (L2VPN pseudowire)
= L3 sluzba (prenasi IP pakety, neresi Ethernet = L2 sluzba
headery) =  MPLS label identifikuje "pseudowire” (okruh)

= PE router deéla lookup v routovaci tabulce VRF a point-to-point nebo multipoint L2
nasledné paket odroutuje = 7adny IP lookup, jen preposla Ethernet ramce

= control plane: LDP / RSVP-TE / BGP

MPLS label rika "kam s paketem dal".
SRv6 prebira tuto myslenku, trasu paketu umi zakédovat primo do IPv6 adresy nebo paketu.
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MPLS - capture

Ethernet II, Src: 52:54:00:32:00:02 (52:54:00:32:00:02), Dst: 52:54:00:3a:00:11 (52:54:00:3a:00:11)
Destination: 52:54:00:3a:00:11 (52:54:00:3a:00:11)
Source: 52:54:00:3a:00:02 (52:54:00:3a2:00:02)
Type: MPLS label switched packet (0x8847)
[Stream index: 0]
MultiProtocol Label Switching Header, Label: 19, Exp: @, S: 1, TTL: 64

0000 0000 0000 0001 0011 .... .... .... = MPLS Label: 19 (0x00013)
. P00, .... .... = MPLS Experimental Bits: ©
21l avvs 2a.a = MPLS Bottom Of Label Stack: 1
. 0100 @000 = MPLS TTL: 64

Internet Protocol Version 6, Src: fde@:12::1, Dst: fde@:ff::3
Internet Control Message Protocol v6

MPLS ethertype a label
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Proc IPv6?

=  MPLS potrebuje extra label stack nad IP

= VXLAN potrebuje extra UDP/VXLAN hlavicku nad IP

= SRv6 obsahuje segment list v IPv6 paketu nebo pomoci cilové IPv6 adresy rovnou rekne, kam paket dorucit
» Z4dnd nova enkapsula¢ni vrstva navic - jen IPv6 header (+ volitelné SRH)

= Obrovsky adresni prostor IPv6 dovoluje pouzit IPv6 adresu pro identifikaci cile paketu (¢i funkce, ktera v cili

ma paket zpracovat)

SRv6 dava IPv6 adrese vyznam.
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SRv6 - mechanismy a
implementace v Linuxu
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RFC 8986: SID = instrukce, ne jen adresa

SRv6 Network Programming: SID je IPv6 adresa, na kterou je u cilového uzlu navazand konkrétni funkce. Paket
nese posloupnost instrukci.

| 2001 :db8:dead:beef: | 23 146
| LoC | FUNCT | ARG |
| kam paket doruc¢it | co udélat | parametry |

= LOC - lokator, dovede paket béZnym IPv6 routingem na spravny cilovy uzel

=  FUNCT - funkce, identifikuje lokalni akci (behavior) na cilovém uzlu

= ARG - parametry funkce (volitelné)

= Vazba konkrétniho SID na SRv6 behavior je lokdlni rozhodnuti cilového uzlu. Hodnota FUNCT neni
univerzalnim kédem behavioru.

= Z hodnoty SRv6 SID samotné obecné nelze poznat, jaky behavior reprezentuje.

= Behaviors samotné jsou standardizovana chovani (povime si dale)

Priklad z labu: £de0:dead:beef:23::146 ="udélej End.DT46 , VRF 100"
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SRH - Segment Routing Header (volitelnd hlavicka)

SID v cilové adrese uz je instrukce, kam a co s paketem. IPv6 paket ale miize v SRH nést i dalsi informace o
routingu. SRH nemusi byt viibec pritomen.

0 1 2 3

| Next Header | Hdr Ext Len | Routing Type=4| Segments Left |
=ttt —t—t—t—t—t ==ttt —t— =t =ttt —p— b=t =t ==t ==t —f—f ==+ —+—+
| Last Entry | Flags | Tag |

|||||||||||||||||||||||||||||||||
|||||||||||||||||||||||||||||||||

[ Segment List[@0] - 128bit IPv6 adresa (posledni segment) |

- |
| Segment List[n] - 128bit IPv6 adresa (prvni segment) |

= Segments Left: kolik segment(i jesté zbyva navstivit (dekrementuje se s kazdym navstivenym routerem)

= Segment List je v obraceném poradi: na pozici [0] je posledni segment (finalni cil), [n] je prvni
segment (aktualni cilova IPv6 adresa)

= QOverhead: 8 B fixni hlavicka + 16 B na kazdy segment

= Kdy SRH uplné chybi: jediny segment + Reduced enkddovani - samotna cilova IPv6 adresa (DA) je ten

jediny segment, doplnkova SR hlavicka by nic navic nepridala
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Celé RFC jednim obrazkem

DX2
> S L2CE
DX4/DX6
Headend —L3CE
o H.Encaps[.Red] IPV6+SRH SID A SID B SIDC = — ‘
Originalni paket
riginalni paket = aps.l2[Red] | >|  SDABC | *| End/EndX | T|  End/End.T | *| service egress [
Azt DT4/DT6/46
. VRF
DT2U/DT2M
> EVPNEBD

Headend vytvori - tranzit uzly predavaji - egress uzel dekapsuluje a doruci

End.X = pokracuj pres konkrétni sousedni link (vynuceny next-hop interface).
End.T = pokracuj po lookupu v jiné routovaci tabulce (porad non-terminalni, nedekapsuluje)
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H.* (headend) akce - balime a upravujeme pakety

ip -[416] route add DEST encap segé6 mode \
{ encap | encap.red | l2encap | l2encap.red | inline } \

segs SID1,SID2,... dev IFACE
RFC 8986 akce Linux mode overhead vyznam
H.Encaps encap 40 B + SRH Zabal paket do nové IPv6 hlavicky s plnou SRH
H.Encaps.Red encap.red 40 B Zabal paket bez pouziti SRH pri 1 segmentu
H.Encaps.L2 12encap 40 B+ SRH Zabal cely Ethernet ramec (L2 pseudowire)
H.Encaps.L2.Red l2encap.red 40B Zabal Ethernet ramec bez SRH pri 1 segmentu
H.Insert inline jen SRH Vloz SRH primo do existujiciho paketu (bez tunelu)
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H.* akce v detailu

= Encaps vs. Insert:
" Encaps =novy vnéjsi IPv6 paket (+SRH hlavicka) - tunelovaci rezim, obaluje se cely pivodni paket -
funguje pro jakykoli payload (IPv4, IPv6, Ethernet).
= Insert = SRH se vlozi primo do existujiciho IPv6 paketu - proto funguje jen pro nativni IPv6 provoz; ma
mensi overhead (jen pridani SRH), ale Giprava je méné "transparentni’ (modifikuje originalni paket)
= L2 varianta:
" H.Encaps.L2 obaluje cely Ethernet ramec (protéjsek End.DX2 )
" H.Encaps bez L2 obaluje primo IP paket
= Red (Reduced) neméni cestu ani segmenty - jen optimalizace zapisu: prvni segment nemusi byt zaroven
zanesen v SRH (je vidét uz jako cilova adrese outer DA ). Prijediném segmentu se SRH nemusi pridat

vubec.
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Behaviors: akce s paketem

Behavior

End

End.X

End.T

End.DX4 / End.DX6

End.DT4 / DT6 / DT46

End.DX2

End.DT2U / End.DT2M

4. tijna 2026

Vyznam/priklad

routuj na dalsi SID

posli paket pres konkrétni L3 sousedni link

routuj podle lookupu v konkrétni IPv6 routovaci tabulce
vybal + L3 cross-connect (posli paket do rozhrani)
vybal + lookup ve (VRF) tabulce

vybal + L2 cross-connect (posli ramec do rozhrani)
vybal + MAC lookup / flooding (EVPN bridging)

Radek Zajic « radek@zajic.v.pytli.cz
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End vs. DX vs. DT

End - zpracovani SRvé6: dekrementuje Segments Left v SRH, cilova adresa (DA) = dal$i SID; odroutuj paket
End.DX* - vybal paket/ramec + posSli paket do definovaného rozhrani - konkrétni next-hop/interface
End.DT* - vybal paket + vyhledej v routovaci tabulce a odroutuj - konkretni VRF/FIB

D = Decapsulate (vybal paket)
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Hypoteticka nahrada VXLAN pomoci SRv6

EVPN/VXLAN sluzba SRv6 headend Egress behavior

L2 unicast bridging H.Encaps.L2 End.DT2U

L2 BUM H.Encaps.L2 End.DT2M

L2 point-to-point / VPWS H.Encaps.L2 End.DX2

L3VNI / VRF, dual-stack H.Encaps End.DT46

L3VNI/ VRF, oddélené AF H.Encaps End.DT4 + End.DT6
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Behaviors a headends v Linuxu: segé vs segélocal

keyword umisteéni funkce

seg6 (encap) ingress (headend) zabali paket/pridava SRH

segblocal non-termindalni tranzit (midpoint) snizi Segments Left ,forwarduje dal
segblocal terminalni (DX*/DT*) egress (endpoint) vybali paket/odstrani SRH, doruci paket

= seg6 sevaze na cilovou adresu originalniho paketu (ne na SID)
=  seg6local sevaze na konkrétni SID adresu - "kdyz prijde paket na adresu X, proved akci Y"
» Tranzitni router bez segé6local behaviors jen normalné forwarduje - SRv6 pakety resi pouze pokud

zpracovava SRv6 akce (napr. End/End.X/End.T ), jinak jsou to pro néj jen IPv6 pakety

4. fijna 2026 Radek Zajic « radek@zajic.v.pytli.cz 26/64


mailto:radek@zajic.v.pytli.cz

Podpora SRv6 v kernelu

verze kdy pribyvsi komponenty

4.10 2017 segb6 (encap), segblocal : End, End.X, End.DX6

4.14 2017 + End.T, End.DX2, End.DX4, End.DTé ,IPv4 payload, H.Encaps.L2
5.14 2021 + End.DT4, End.DT46

6.3 2023  flavor PSP

6.6 2023  NEXT-C-SID (uSID) pro End.X

Zajimavost: End.DX4 je noveéjsinez End.DX6 (4.14 vs.4.10) - IPv6 cross-connect byl v kernelu od
zacatku, IPv4 pribylo o rok pozdéji.
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Drobne, ale zasadni nastrahy

= net.ipv6.conf.<iface>.seg6_enabled=1 - povoluje SRv6 na rozhrani

" net.ipv4.conf.<iface>.rp_filter=0 - je potreba konfigurovat i v pouzitych network namespacech

= net.vrf.strict_mode=1 -Kernel vynucuje izolaci mezi VRF na Grovni sockett

Viz také Segment Routing IPv6 (SRv6) with FRR and Ubuntu.
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Laboratorni demo
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Topologie

EndA EndB
Locator prefix: RouterA RouterB Locator prefix:

fd00:dead:beef:12::/63 fd00:dead:beef:22::/63

= RouterA/B/C tvori trojahelnik - umoznuje TE demo
=  Normadlni IP routing EndA - EndB je skrze RouterA - RouterB primo (kratka cesta)

= SRv6 segment list dokaze vynutit routovani pres RouterC
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End.DX2 - L2 pseudowire (cross-connect)

Potfebujeme: ns-dx1 network namespace (CE strana) na EndA i EndB, MAC nastavena na MAC protistrany.
Pseudowire je obousmeérny - obé strany musi zabalovat sviij smér a vybalovat ten druhy.

# EndA: headend (-> EndB) # EndB: headend (-> EndA)

# zabal cely Ethernet ramec # zabal cely Ethernet ramec

ip route add 10.128.2.2/32 \ ip route add 10.128.2.1/32 \
encap segb mode l2encap.red \ encap segb mode l2encap.red \
segs £d0@:dead:beef:22::2 \ segs fd00:dead:beef:12::2 \
dev 110 dev 120

# EndA: egress (<- EndB) # EndB: egress (<- EndA)

# dekapsuluj, posSli na rozhrani # dekapsuluj, posli na rozhrani

ip -6 route add \ ip -6 route add \
fdo0:dead:beef:12::2/128 \ fd00:dead:beef:22::2/128 \
encap segb6local action \ encap segb6local action \
End.DX2 oif dx1 count dev dxl End.DX2 oif dx1 count dev dxl

# test - spousStime na EndA, uvnit?® ns-dxl1
ip netns exec ns-dx1 ping -I 10.128.2.1 10.128.2.2

Point-to-point End.DX2 BUM nefeSi- oif posila vSe najeden SID. Multipoint bridge by potreboval End.DT2M (flood) + End.DT2U (MAC unicast).
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End.DX2 - capture

Ethernet II, Src: 02:00:00:00:10:02 (02:00:00:00:10:02), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd00:dead:beef:22::2
0110 .... = Version: 6
. 0000 0000 .... ... ...« = Traffic Class: @x@@ (DSCP: CS@, ECN: Not-ECT)
. 0000 0000 0000 0000 0000 Flow Label: 0x00000
Payload Length: 98
Next Header: Ethernet (143)
Hop Limit: 63
Source Address: fd@@:dead:beef:10::2
Destination Address: fd@@:dead:beef:22::2
[Stream index: @]
Ethernet II, Src: 02:00:00:00:d1:01 (02:00:00:00:d1:01), Dst: 02:00:00:00:d1:02 (02:00:00:00:d1:02)
Internet Protocol Version 4, Src: 10.128.2.1, Dst: 10.128.2.2
Internet Control Message Protocol

Ethernet ramec zabaleny v IPv6 paketu, bez SRH. SRv6 DA = £d00:dead:beef:22::2 .
V cili bude forwardovan do konkrétniho rozhrani (akce DX).
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End.DX4 - L3 cross-connect (IPv4)

Potfebujeme: ns-dx@ network namespace (CE strana) s vlastni default routou, PE strana ( dx@ ) s vlastni
adresou ve stejné podsiti - na EndA i EndB. Opét obousmeérné: kazda strana zabaluje svij smeér a vybaluje ten

druhy.

# EndA: headend (-> EndB) # EndB: headend (-> EndA)

ip route add 10.128.17.2/32 \ ip route add 10.128.1.2/32 \
encap segb mode encap \ encap segb mode encap \
segs fdO0:dead:beef:22::4 \ segs fdO0:dead:beef:12::4 \
dev 110 dev 120

# EndA: egress (<- EndB) # EndB: egress (<- EndA)

ip -6 route add \ ip -6 route add \
£fdo0:dead:beef:12::4/128 \ £d00:dead:beef:22::4/128 \
encap segb6local action \ encap segb6local action \
End.DX4 nh4 10.128.1.2 \ End.DX4 nh4 10.128.17.2 \
count dev dx© count dev dx©

# test - spousStime na EndA, uvnitr ns-dx©
ip netns exec ns-dx@ ping -I 10.128.1.2 10.128.17.2
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End.DX4 - capture

Ethernet II, Src: 02:00:00:00:10:02 (02:00:00:00:10:02), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fdo@:dead:beef:10::2, Dst: fdo@:dead:beef:22::4
0110 .... = Version: 6
. 0000 0000 .... .... .u.s wies aa.. = Traffic Class: 0x@0 (DSCP: CS@, ECN: Not-ECT)
. 0000 0000 0000 0000 0000 = Flow Label: 0x00000
Payload Length: 108
Next Header: Routing Header for IPv6 (43)
Hop Limit: 63
Source Address: fdo@:dead:beef:10::2
Destination Address: fd@@:dead:beef:22::4
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPIP (4)
Length: 2
[Length: 24 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: @
Flags: 0x00
Tag: 0000
Address[@]: fd@@:dead:beef:22::4
Internet Protocol Version 4, Src: 10.128.1.2, Dst: 10.128.17.2
Internet Control Message Protocol

IPv4 paket zabaleny v IPv6 paketu, vcetné SRH. SRv6 DA = £d00:dead:beef:22::4 (zarovenjako address[@] v SRH)
V cili bude forwardovan do konkrétniho rozhrani (akce DX).
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End.DX6 - L3 cross-connect (IPv6)

Stejna konstrukce jako DX4 ,jen IPv6 - opét obousmerne:

# EndA: headend (-> EndB) # EndB: headend (-> EndA)

ip -6 route add \ ip -6 route add \
2001:db8:beef:£021::2/128 \ 2001:db8:beef:£011::2/128 \
encap segb mode encap \ encap segb mode encap \
segs £d0@:dead:beef:22::6 \ segs fd00:dead:beef:12::6 \
dev 110 dev 120

# EndA: egress (<- EndB) # EndB: egress (<- EndA)

ip -6 route add \ ip -6 route add \
fd00:dead:beef:12::6/128 \ £d00:dead:beef:22::6/128 \
encap segb6local action End.DX6 \ encap segblocal action End.DX6 \
nh6 2001:db8:beef:£f011::2 \ nh6 2001:db8:beef:£f021::2 \
count dev dx© count dev dx©

# test - spousStime na EndA, uvnit® ns-dx0
ip netns exec ns-dx@ ping -6 -I 2001:db8:beef:£f011::2 2001:db8:beef:£f021::2
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End.DX6 - capture

Ethernet II, Src: 02:00:00:00:10:02 (02:00:00:00:10:02), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd00:dead:beef:22::6
0110 .... = Version: 6
. 0000 0000 .... ...v sies wees waas = Traffic Class: @0x00 (DSCP: CS@, ECN: Not-ECT)
. 1100 1000 1010 1011 0111 = Flow Label: @xc8ab7
Payload Length: 128
Next Header: Routing Header for IPv6 (43)
Hop Limit: 63
Source Address: fd@@:dead:beef:10::2
Destination Address: fd@@:dead:beef:22::6
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 2
[Length: 24 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: @
Flags: 0x00
Tag: 0000
Address[0]: fdeeo:dead:beef:22::6
Internet Protocol Version 6, Src: 2001:db8:beef:f011::2, Dst: 2001:db8:beef:f021::2
Internet Control Message Protocol v6

IPv6 paket zabaleny v IPv6 paketu, vcetné SRH. SRv6 DA = £d00:dead:beef:22::6 (zdroven jako address[0] v SRH).
V cili bude forwardovan do konkrétniho rozhrani (akce DX).
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End.DT4 - L3VPN (VRF, IPv4)

Potrebujeme: VRF vrf-dt@ (table 100) + dummy rozhrani dt® - na EndA i EndB. Obousmeérné: oba uzly
zabaluji svlij smér a vybaluji ten druhy.

# EndA: headend (-> EndB) # EndB: headend (-> EndA)

ip route add 10.128.16.1/32 \ ip route add 10.128.0.1/32 \
encap segb mode encap \ encap segb mode encap \
segs fdO0:dead:beef:23::4 \ segs fdoO0:dead:beef:13::4 \
dev 110 dev 120

# EndA: egress (<- EndB) # EndB: egress (<- EndA)

ip -6 route add \ ip -6 route add \
£do0:dead:beef:13::4/128 \ £d00:dead:beef:23::4/128 \
encap segb6local action \ encap segb6local action \
End.DT4 vrftable 100 \ End.DT4 vrftable 100 \
count dev vrf-dtO count dev vrf-dtO

# test - spoustime na EndA, uvniti® vrf-dto
ip vrf exec vrf-dt@ ping -I 10.128.0.1 10.128.16.1
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End.DT4 - capture

4. fijna 2026

Ethernet II, S}c: 02:00:00:00:10:02 (02:00:0@E00:1@:b2), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)

Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd@@:dead:beef:23::4
0110 .... = Version: 6

vars 0000 0000 .... ...: su2s ssss 2s.. = Traffic Class: 0x00 (DSCP: CS@, ECN: Not-ECT)

. 0000 0000 0000 0000 0000 = Flow Label: 0x00000
Payload Length: 108
Next Header: Routing Header for IPv6 (43)
Hop Limit: 64
Source Address: fd0@@:dead:beef:10::2
Destination Address: fd@@:dead:beef:23::4
[Stream index: @]
Routing Header for IPv6 (Segment Routing)
Next Header: IPIP (4)
Length: 2
[Length: 24 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: @
Flags: 0x00
Tag: 0000
Address[0]: fd@@:dead:beef:23::4
Internet Protocol Version 4, Src: 10.128.0.1, Dst: 10.128.16.1
Internet Control Message Protocol

IPv4 paket zabaleny v IPv6 paketu, vcetné SRH. SRv6 DA = £d00:dead:beef:23::4 (zdroven jako address[0] v SRH).

V cili bude odroutovan do VRF.

Radek Zajic « radek@zajic.v.pytli.cz

38/64


mailto:radek@zajic.v.pytli.cz

End.DT6 - L3VPN (VRF, IPv6)

= Linux implementuje End.DT4 / End.DT6 / End.DT46 sdilenym kédem ( end_dt_vrf_core() )- End.DT6
je prosté ten samy mechanismus jako DT4 , jen pro IPvé6 payload

=V labu samostatné nedemonstrujeme - End.DT46 (dalsi slide) ho funkcné obsahuje jako svoji IPv6 cast

= Zajimava asymetrie: End.DT6 umi table (legacy)i vrftable, End.DT4 umijen vrftable - RFC

8986 tohle nerozlisuje, je to Cisté Linuxi implementacni mezera

4. fijna 2026 Radek Zajic « radek@zajic.v.pytli.cz 39/64


mailto:radek@zajic.v.pytli.cz

End.DT46 - L3VPN, skutecny dualstack

Jeden SID, oba protokoly, stejnd VRF - nejcistsi demonstrace "network programming" myslenky. Potrebujeme
VRF vrf-dt0 (stejnoujako DT4 )na EndA i EndB. Obousmeérné, oba protokoly pres stejnou SID v obou

v

smerech.

# EndA: headend (-> EndB) # EndB: headend (-> EndA)

ip route add 10.128.19.1/32 \ ip route add 10.128.3.1/32 \
encap seg6 mode encap \ encap segb6 mode encap \
segs fdo00:dead:beef:23::7 \ segs fdo0:dead:beef:13::7 \
dev 110 dev 120

ip -6 route add \ ip -6 route add \
2001:db8:beef:£023::1/128 \ 2001:db8:beef:£013::1/128 \
encap seg6 mode encap \ encap segb6 mode encap \
segs fdo00:dead:beef:23::7 \ segs fdoO:dead:beef:13::7 \
dev 110 dev 120

# EndA: egress (<- EndB) # EndB: egress (<- EndA)

ip -6 route add \ ip -6 route add \
£d00:dead:beef:13::7/128 \ £d00:dead:beef:23::7/128 \
encap seg6local action \ encap seg6local action \
End.DT46 vrftable 100 \ End.DT46 vrftable 100 \
count dev vrf-dt@ count dev vrf-dto

# test - spoustime na EndA, uvnit® vrf-dt@, oba protokoly pres stejnou SID
ip vrf exec vrf-dt@ ping -4 -I 10.128.3.1 10.128.19.1
ip vrf exec vrf-dt@ ping -6 -I 2001:db8:beef:f013::1 2001:db8:beef:£023::1
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End.DT46 - capture - IPv4

4. tijna 2026

Ethernet II, S}c: 02:00:00:00:10:02 (02:00:00;00:10:62), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd@@:dead:beef:23::7

0110

. 0000 0000 .... svue wues suun wans = Traffic Class: @x00 (DSCP: CS@, ECN: Not-ECT)

.«.. = Version: 6

. 0000 0000 0000 0000 0000 = Flow Label: @x00000
Payload Length: 108

Next

Header: Routing Header for IPv6 (43)

Hop Limit: 64
Source Address: fd@@:dead:beef:10::2
Destination Address: fd@®@:dead:beef:23::7
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPIP (4)
Length: 2
[Length: 24 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: @
Flags: 0x00
Tag: 0000
Address[0]: fd@@:dead:beef:23::7
Internet Protocol Version 4, Src: 10.128.3.1, Dst: 10.128.19.1
Internet Control Message Protocol

IPv4 paket zabaleny v IPv6 paketu, vcetné SRH. SRv6 DA = £d00:dead:beef:23::7 (zdroven jako address[@] v SRH).
V cili bude odroutovan do VRF. DA je shodna s DA pro IPv6 provoz.
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End.DT46 - capture - IPv6

Ethernet II, Src: 02:00:00:00:10:02 (02:00:00:00:10:02), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd@@:dead:beef:23::7
9110 .... = Version: 6
., 0000 0000 .... sver wess sesn saas = Traffic Class: @x@@ (DSCP: CS@, ECN: Not-ECT)
. 1001 1001 0110 0110 0011 = Flow Label: 0x99663
Payload Length: 128
Next Header: Routing Header for IPv6 (43)
Hop Limit: 64
Source Address: fd@@:dead:beef:10::2
Destination Address: fd00:dead:beef:23::7
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 2
[Length: 24 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: @
Flags: 0x00
Tag: 0000
Address[0]: fd@@:dead:beef:23::7
Internet Protocol Version 6, Src: 2001:db8:beef:f013::1, Dst: 2001:db8:beef:f023::1
Internet Control Message Protocol v6

IPv4 paket zabaleny v IPv6 paketu, vcetné SRH. SRv6 DA = £d00:dead:beef:23::7 (zdroven jako address[@] v SRH).
V cili bude odroutovan do VRF. DA je shodna s DA pro IPv4 provoz.
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End. X - Traffic Engineering

Explicitni segment list prepisuje normalni IGP shortest-path - ale jen ve forward sméru. Navrat jde primo (viz

EndB: Headend).
# EndA: headend (-> EndB, 3 segmenty) # EndA: egress (<- EndB, decap)
ip -6 route add \ ip -6 route add \
2001:db8:beef:£020::3/128 \ £d00:dead:beef:13::146/128 \
encap seg6 mode encap \ encap seg6local action \
segs fdo0:dead:beef:31::99, \ End.DT46 vrftable 100 \
£d00:dead:beef:32::99, \ count dev vrf-dto
£d00:dead:beef:23::146 \
dev 110
# EndB: headend (-> EndA, navrat bez TE, pTrimo) # EndB: egress (<- EndA, decap findlniho TE segmentu)
ip -6 route add \ ip -6 route add \
2001:db8:beef:£010::3/128 \ £d00:dead:beef:23::146/128 \
encap seg6 mode encap \ encap seg6local action \
segs fdo0:dead:beef:13::146 \ End.DT46 vrftable 100 \
dev 120 count dev vrf-dto
# RouterA: vynuceny next hop skrze RouterC # RouterC: vynuceny next hop skrze RouterB
ip -6 route add \ ip -6 route add \
£d00:dead:beef:31::99/128 \ £d00:dead:beef:32::99/128 \
encap segé6blocal action End.X \ encap seg6local action End.X \
nh6 £do0:dead:beef:31::2 \ nh6 £do0:dead:beef:32::1 \
count dev 131 count dev 132

# test - spoustime na EndA, uvnit? vrf-dte
ip vrf exec vrf-dt@ ping -I 2001:db8:beef:£010::3 2001:db8:beef:£020::3
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End.X - capture - source (EndA)

4. fijna 2026

EndA RouterA RouterC

31::99,32::99,23::146—p left 1—p
segleft=2 B End.X BERiS End.X

segleft 0—p

Ethernet II, Src: 02:00:00:00:10:02 (02:00:00:00:10:02), Dst: 02:00:00:00:10:01 (02:00:00:00:10:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd@@:dead:beef:31::99
0110 .... = Version: 6
. 0000 0000 .... .iih o siin o seen o sean = Traffic Class: 0x@0 (DSCP: CS@, ECN: Not-ECT)
. 1011 1110 1111 1110 1010 = Flow Label: Oxbefea
Payload Length: 160
Next Header: Routing Header for IPv6 (43)
Hop Limit: 64
Source Address: fd@@:dead:beef:10::2
Destination Address: fd0@:dead:beef:31::99
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 6
[Length: 56 bytes]
Type: Segment Routing (4)
Segments Left: 2
Last Entry: 2
Flags: 0x00
Tag: 0000
Address[0]: fde@:dead:beef:23::146
Address[1]: fde@:dead:beef:32::99
Address[2]: fdo@:dead:beef:31::99
Internet Protocol Version 6, Src: 2001:db8:beef:f010::3, Dst: 2001:db8:beef:f020::3
Internet Control Message Protocol v6

Ze zdroje odchazi paket se tremi segmenty v SRH:

RouterB
plain forward

EndB
End.DT46 decap

fdo0:dead:beef:23::146 , £d00:dead:beef:32::99 , £dO0:dead:beef:31::99 .
SRv6 DA = fdo@:dead:beef:31::99 (zaroven jako address[2] v SRH, Segments Left = 2).

Na dalsim routeru (RouterA) bude dekrementovan Segments Left counter v SRH a paket odroutovan dal.
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End.X - capture - Router A

EndA
segleft=2

segs 31::99,32::99,23::146—p

RouterA
End.X

segleft 1—p

RouterC
End.X

segleft 0—p

Ethernet II, Src: 02:00:00:00:31:01 (02:00:00:00:31:01), Dst: 02:00:00:00:31:02 (02:00:00:00:31:02)

RouterB
plain forward

EndB
End.DT46 decap

4. fijna 2026

Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd@@:dead:beef:32::99

0110 .... = Version: 6
. 0000 0000 .... +vvv vurr saen wans = Traffic Class: 0x00 (DSCP: CS@, ECN: Not-ECT)
. 1011 1110 1111 1110 1010 = Flow Label: @xbefea
Payload Length: 160
Next Header: Routing Header for IPv6 (43)
Hop Limit: 63
Source Address: fde@:dead:beef:10::2
Destination Address: fd@@:dead:beef:32::99
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 6
[Length: 56 bytes]
Type: Segment Routing (4)
Segments Left: 1
Last Entry: 2
Flags: 0x00
Tag: 0000
Address[0]: fdoe:dead:beef:23::146
Address[1]: fde@:dead:beef:32::99
Address[2]: fdee:dead:beef:31::99

Internet Protocol Version 6, Src: 2001:db8:beef:f010::3, Dst: 2001:db8:beef:f020::3
Internet Control Message Protocol v6

Z RouterA odchazi paket se tremi segmenty v SRH:

Radek Zajic « radek@zajic.v.pytli.cz

fdo0:dead:beef:23::146 , £d00:dead:beef:32::99 , £dO0:dead:beef:31::99 .
SRv6 DA = fdoo:dead:beef:32::99 (zaroven jako address[1] v SRH, Segments Left = 1).
Na dalsim routeru (RouterC) bude dekrementovan Segments Left counter v SRH a paket odroutovan dal.
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End.X - capture - Router C

EndA
segleft=2

RouterA
End.X

segs 31::99,32::99,23::146—p

RouterC
End.X

segleft 1—p

segleft O—p

RouterB
plain forward

EndB
End.DT46 decap

4. fijna 2026

Ethernet II, Src: 02:00:00:00:32:02 (02:00:00:00:32:02), Dst: 02:00:00:00:32:01 (02:00:00:00:32:01)
Internet Protocol Version 6, Src: fd@@:dead:beef:10::2, Dst: fd0@:dead:beef:23::146
0110 .... = Version: 6
. 0000 0000 .... ...v wiau o sans waas = Traffic Class: 0x00 (DSCP: CS@, ECN: Not-ECT)
«e.. 1011 1110 1111 1110 1010 = Flow Label: @0xbefea
Payload Length: 160
Next Header: Routing Header for IPv6 (43)
Hop Limit: 62
Source Address: fd@@:dead:beef:10::2
Destination Address: fd@@:dead:beef:23::146
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 6
[Length: 56 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: 2
Flags: 0x00
Tag: 0000
Address[0]: fdeo:dead:beef:23::146
Address[1]: fdeo:dead:beef:32::99
Address[2]: fdee@:dead:beef:31::99
Internet Protocol Version 6, Src: 2001:db8:beef:f010::3, Dst: 2001:db8:beef:f020::3
Internet Control Message Protocol v6

Z RouterC odchazi paket se tremi segmenty v SRH:

fdo0:dead:beef:23::146 , £dO0:dead:beef:32::99 , £dO0:dead:beef:31::99 .

SRv6 DA = £do@:dead:beef:23::146 (zarovenjako address[@] v SRH,Segments Left = 0).

Na dalsim routeru (RouterB) bude paket jen odroutovan dal (zddna SRv6 akce neprobéhne).
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End.X - capture - destination (EndB)

EndA RouterA RouterC RouterB EndB
segs 31::99,32::99,23::146—p segleft 1—p segleft 0—p —
segleft=2 E End.X 5 End.X - plain forward End.DT46 decap

Ethernet II, Src: 02:00:00:00:20:01 (02:00:00:00:20:01), Dst: 02:00:00:00:20:02 (02:00:00:00:20:02)
Internet Protocol Version 6, Src: fd0@:dead:beef:10::2, Dst: fd00:dead:beef:23::146
0110 .... = Version: 6
. 0000 0000 .... suvr wrra o wean o waas = Traffic Class: @0x00 (DSCP: CS@, ECN: Not-ECT)
. 1011 1110 1111 1110 1010 = Flow Label: Oxbefea
Payload Length: 160
Next Header: Routing Header for IPv6 (43)
Hop Limit: 61
Source Address: fd@@:dead:beef:10::2
Destination Address: fd0@:dead:beef:23::146
[Stream index: 0]
Routing Header for IPv6 (Segment Routing)
Next Header: IPv6 (41)
Length: 6
[Length: 56 bytes]
Type: Segment Routing (4)
Segments Left: @
Last Entry: 2
Flags: 0x00
Tag: 0000
Address[0]: fdeo:dead:beef:23::146
Address[1]: fdoo:dead:beef:32::99
Address[2]: fdeo:dead:beef:31::99
Internet Protocol Version 6, Src: 2001:db8:beef:f010::3, Dst: 2001:db8:beef:f020::3
Internet Control Message Protocol v6

Paket dorazil do cile, kde probéhne akce End.DT46 a paket bude odroutovan do VRF.
(Oproti capture na predchozi obrazovce se lisi jen MAC adresy - jde o snimek z jiné fyzické linky.)
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End. X - cesta paketu

EndA

segleft=2

segs 31::99,32::99,23::146—p

RouterA
End.X

segleft 1—p

RouterC
End.X

segleft 0—p

RouterB
plain forward

EndB
End.DT46 decap

Pole Segments Left v SRH klesa pri prichodu routerem 2 - 1 - 0, provoz jde vynucenou
cestou. Bez SRv6 by Sel provoz rovnou RouterA ¢ RouterB.
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Segments Left - ziva ukazka z labu

Zachyceno primo na RouterC (TE demo, End.X )- tcpdump na obou jeho rozhranich zaroven, 131 (vstup
od RouterA)a 132 (vystupna RouterB ):

131 (vstup): RT6 segleft=1 DA=fd00:dead:beef:32::99
[0]23::146 [1]32::99 [2]31::99

132 (vystup): RT6 segleft=0 DA=fd00:dead:beef:23::146
[0]23::146 [1]32::99 [2]31::99

= Segment list se nezmeénil - stdle [23::146, 32::99, 31::99]
= End.X jen dekrementuje SL (1 - 0) a nastavi DA na dalsi segment

= Velikost paketu je na vstupu i vystupu stejna - SRv6 data se tady neodebiraji

SRv6 data (vnéjsi IPv6 paket + SRH) se odstrani az na egress uzlu ( EndB pomoci behavioru End.DT46 ) -
ne na tranzitnim routeru.
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MTU

SRv6 overhead = vnéjsi IPv6 header (40 B) + volitelné SRH (8 B + 16 B na segment).

scénar overhead priklad
H.Encaps.Red , 1 segment 40 B (jen IPv6 paket, zadny SRH) DX2/DX4/DX6 demo
H.Encaps , 1 segment 40+8+16=64B DT4/DT6/DT46 demo
H.Encaps , 3 segmenty (TE demo) 40+8+3x16=96 B TE demo

= Pokud zakaznicky (inner) provoz jede na plném 1500 B MTU, underlay musi prenést minimalné 1500 B +

overhead (napr. 1596 B pro TE demo)
= Bez toho: Cerna dira pro velké pakety (linuxovy kernel je zahodi)

= V praxi je potreba naplanovat MTU na underlay linkach dopredu
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Srovndani technologi na zaver

mechanismus data navic

[PSec ESP/AH header
WireGuard minimalni IP/UDP
EVPN/VXLAN VXLAN+UDP (~50 B)
MPLS label stack (4 B/label)
SRvé6 jen IPv6 (+ SRH)

SRv6 samo o sobé nesifruje - segment list i payload jsou citelné. Da se ale kombinovat s IPSec v transport
mode a mit tak explicitni routing i sifrovani/autentizaci obsahu zaroven. SRv6 header i DA zustane "na
dratu" viditelny, ale uzivatelsky obsah ne.
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Dynamicky routing
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Data-plane vs. control-plane

Cely nas lab dnes vyuziva rucni konfiguraci data-plane ( iproute2 , ip route add ... encap segé6... ).
Routing démon nad tim muze navic poskytovat dynamickou SRv6-aware control-plane.

isisd

|,

bgpd

[

zebra
SRv6 manager

Linux kernel
segb / segblocal

netlink—p

= Linux kernel = SRv6 data-plane

= zebra (zbaliku FRR) obsahuje SRv6 manager - sprava locatord, SID alokace, SID formaty, uSID - jediny,

kdo mluvi s kernelem pres netlink

= Ostatni FRR démony ( isisd , bgpd ) si SIDy/locator chunks vyzadaji od Zebry, samy do kernelu nezasahuji

4. tijna 2026

Zdroj: docs.frrouting.org/en/latest/zebra.html
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FRR - IS-IS a BGP automatizuji SID

= IS-IS (RFC 9352): inzeruje SRv6 locator, automaticky alokuje Prefix-SID i Adjacency-SID, instaluje Local SID

do kernelu

= BGP (RFC 9252): L3VPN over SRv6 - per-VRF Service SID, distribuovany v BGP Prefix-SID Attribute

" H.Encaps / H.Encaps.Red pro enkapsulaci, SID alokace pres Zebru

segment-routing
srv6b
Locators
Llocator LOC1

prefix 2001:db8:1:

[

router isis CORE
segment-routing srvé6
Llocator LOC1

4. tijna 2026
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FRR - zjednoduseny forwarding

BGP VPN route
SID
2001:db8:2:2::100

H.Encaps.Red

—> IPv6 underlay —»

Stejné H.Encaps / End.DT* primitivy jako v nasem labu - jen SID a cestu dynamicky vypocita a

= uSID (micro-SID): locator s behavior usid /formatem usid-£3216 , podporované endpoint behaviors

End.DT* na
remote SID

VRF

rozdistribuuje BGP/IS-IS, ne ru¢ni ip route add .

uN, uA, ubDT4, uDT6 , uDT46

= ospféd SRv6 nepodporuje

4. tijna 2026
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BIRD - jen IPv6 underlay, zadny SRv6 control-plane

= BIRD umi distribuovat SRv6 locator prefix (napr. 2001:db8:66:: /48 )
= ale jako obycejnou IPv6 routu

=  Chybi: SRv6 locator management, SID allocation, IS-IS/BGP SRv6 extensions, seg6 / segélocal
programming, H.Encaps , End.* ,uSID

= Data-plane je tak nutné nakonfigurovat rucné - presné jako v nasem labu:

ip -6 route add SID \
encap seg6local action End.DT6 ...

BIRD zajisti jen underlay reachability. SRv6 control-plane pridava FRR, nebo rucni iproute?2 .
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FRR vs. BIRD

funkce FRR BIRD
IPv6 underlay routing
Routovani SRv6 locatort jako IPv6 prefixil
SRv6 manager / locators X
Linux seg6 / segélocal programming X
IS-IS SRv6 (REC 9352) X
BGP L3VPN over SRv6 (RFC 9252) X
End.DT* VPN services / uSID X

Nas lab dnes konfiguruje SRv6 rucné pres iproute2 .FRR by stejnou konfiguraci nastavil dynamicky.
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Mala odbocka k labu
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Prekvapeni #1: mizejici routy

= Nase segé / segélocal SRvé6 routy byly prfidané mimo netplan (ru¢ni ip route add)

= systemd-networkd defaultné ( KeepConfiguration=no ) pfireconfigure/ restartu odebere "cizi" routy na

rozhranich, ktera spravuje

= Rozhrani, kterd networkd nezna (rucni veth /VRF bez netplanu) - nedotcend, proto to vypadalo jako

nahodila zahada

KeepConfiguration=yes
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Fuckup #2: Claude delal chyby a byl pomaly

= Realné chyby v konfiguraci cestou - zapomenuté sudo , zaménéné poradi parametrd, jednou i rozbité bash

pole, co omylem napresmeérovalo deployment 5x na Spatny stroj

non

= Klicové pralomy u nejtézsich bugu prisly od clovéka, ne od Al - "zkus adresu na VRF master", "zkus

non

rp_filter

non

zkus vlastni netns", "mtize za to network manager pri DHCP refreshi"
=  Redlné problémy s odezvou/timeouty API - "pomaly" nebyl jen pocit
= Nezvladal si posbirat pakety, i kdyz dostal seznam IPv6 adres, které ma predat tcpdumpu
= A nakonec si na meé zalozil slozku:
s Trvald pamét (napric projekty): tri nové zdznamy — stav projektu, poznatek 'divéruj rucné ovérenym
prikaziim uzivatele' (z dnesni tcpdump sdgy), a tviij profil (hands-on, chytd faktické chyby, soubézné edituje

soubory, nikdy mé nepousti na libvirt host).”“ — Claude

® Dobry napad, ale nepomohlo

® & FUNGUJE! 8% loss! Tvoje hypotéza byla spravna — potfebovaly to obé& strany, ne jen EndB. Pojdme to pofadné ovérit a zjistit dopad na zbytek.

L] }}} FUNGUJE!! 5/5, 0% loss!! Tvoje hypotéza byla pfesné to chybé&jici! Potvrdim to delsim testem a v obou smérech, pak to persistuju.

Your tip (filter by the scenario's actual SIDs/next-hops) combined with switching from timeout/SIGTERM to -U + natural -c N exit solved it
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Shrnuti a Q&A
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Kdy pouzit co

potrebuji... sahnu po...

sifrovany site-to-site tunel [PSec / WireGuard
multi-tenant L2 overlay v DC EVPN/VXLAN

MPLS doména, uz mam LDP/RSVP-TE MPLS L3VPN / VPLS
explicitni TE, source routing, nativni IPv6 SRv6

SRv6 bez extra enkapsulace (nativni v6 provoz) H.Insert misto H.Encaps
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Zdroje

= RFC 8986 - Segment Routing over IPv6 (SRv6) Network Programming
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Dekuji za pozornost
Otazky (a odpovedi?)

Radek Zajic « radek@zajic.v.pytli.cz
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